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A B S T R A C T

Trajectory reconstruction from sparse and noisy GPS data is critical for applications such as urban mobility 
analysis, transportation planning, and navigation systems. However, large sampling intervals and the typically 
long output sequences required to reconstruct coherent travel trajectories significantly increase computational 
complexity, particularly in the presence of noise. To address these challenges, we propose a progressive chunked 
transformer (ProChunkFormer), which is a deep learning method for trajectory reconstruction that employs self- 
attention mechanisms and chunked processing to balance efficiency with accuracy. ProChunkFormer first gen
erates intermediate trajectories at a semi-high frequency from low-frequency sampled data, and then the 
remaining trajectory is divided into manageable blocks and reconstructed parallelly in the condition of the semi- 
high-frequency trajectory. By combining progressive reconstruction with chunk processing, ProChunkFormer not 
only mitigates the cumulative errors commonly observed in autoregressive models but also alleviates the rapid 
increase in complexity associated with reconstructing ultralong trajectories. Specifically, our approach achieves 
quadratic optimization in time and space for attention modules, with cubic time savings compared with 
autoregressive decoding. A case study using an open-source taxi trajectory dataset confirms the effectiveness of 
our approach. The performance of ProChunkFormer is comparable to that of autoregressive transformers while 
offering better running efficiency. It improves the accuracy, F1 score (F1), mean absolute error (MAE), and road 
network mean absolute error (MAE_RN) by 23.1%, 18.6%, 22.3%, and 25.1%, respectively, for trajectories with a 
long interval time of up to 240 s. Furthermore, we investigate incorporating heuristic information to guide 
trajectory reconstruction for each block. The experimental results indicate an improvement in both the overall 
performance and convergence speed of the model.

1. Introduction

With the rapid development of surveillance devices such as global 
positioning systems (GPSs), radar, and cameras, increasing amounts of 
data are being gathered from vehicles and roads, which makes it possible 
to track the trajectories of road users to implement various trans
portation applications such as traffic prediction (Li et al., 2021; Meng 
et al., 2022; Sun et al., 2019; Xu et al., 2023; Zheng et al., 2020) and 
travel time estimation (Abbar et al., 2020; Mazloumi et al., 2010; San
aullah et al., 2016; Sang et al., 2024; Woodard et al., 2017).

However, as noted in previous works, two issues exist with the 
collected trajectory. First, trajectory data often include noise for various 
reasons, such as satellite signal errors, environmental factors, and 
human errors. This can significantly affect the accuracy and reliability of 

the data. For example, in the case of GPS trajectory data, some points 
may be situated beyond the confines of the road. Second, many orga
nizations (e.g., taxi and shared bicycle operators) do not publish com
plete trajectory data because of privacy protocols or efforts to reduce 
technical resources (Zhao and Zhang, 2019). The trajectory data usually 
only report the status at the start time and end time of a trip (Chon
drogiannis et al., 2022). Additionally, there is an issue of low sampling, 
which results in the continuously sampled positions being far apart from 
each other (Chen et al., 2023; Yuan et al., 2010). Consequently, it is 
difficult for most existing methods developed for the applications 
mentioned above to utilize these trajectories effectively owing to noise 
(Fig. 1a) and uncertainty (Fig. 1b–d) problems.

To enhance trajectory data to support urban applications more 
effectively, researchers have proposed numerous trajectory 
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reconstruction methods that aim to reconstruct true trajectories from 
noisy and incomplete data (Rafati Fard et al., 2017; Rao et al., 2018; Sun 
and Ban, 2013; Zhao et al., 2024). Initial studies on this problem always 
divided the process into two stages. Points are first interpolated between 
the sparsely sampled trajectory to reduce uncertainties. Then, a hidden 
Markov model (HMM) map-matching technique (Newson and Krumm, 
2009) is employed to map the completed trajectories onto the road. 
Various models have been proposed for incomplete trajectory interpo
lation, employing heuristic rule-based methods and deep learning 
technologies (Feng et al., 2018; Hoteit et al., 2014; Li et al., 2019; Xia 
et al., 2021). Rule-based methods typically rely on empirical observa
tions and simplifications of road users’ movements, such as the 
assumption of uniform speeds and the preference for the shortest path. 
However, owing to these simplifications, they are unable to consider 
additional aspects necessary for comprehending intricate trajectory 
patterns and dynamics. In contrast, deep learning models, which often 
employ the Seq2Seq architecture for solving this problem, are trained on 
large-scale data and can integrate various data sources, including 
environmental features and historical data such as weather conditions, 
day of the week, and historical trajectories. As a result, these models 
generally achieve superior performance compared with heuristic 
rule-based models. These two-stage solutions can yield favorable out
comes and provide a certain degree of interpretability. However, there 
may be concerns over the accumulation of errors. Recently, a multitask 
learning model has been proposed to address this problem in an 
end-to-end manner. The model predicts the road segment and the 
moving ratio on this road segment simultaneously for each time step, 
resulting in a map-matched trajectory directly.

Overall, despite extensive research in the field, recovering trajec
tories from low-sampling noise data poses significant challenges. 

1) Expansive search space. In the case of recovering a trajectory with a 
long time interval, multiple potential paths exist between two 
recorded points, complicating the task further. Previous studies have 
evaluated the performance of various trajectory reconstruction 
methods across different sampling intervals. The findings reveal a 
distinct trend: These methods perform well with small sampling in
tervals but often struggle to accurately match sparse trajectory data 
with larger temporal gaps.

2) High computational complexity. When attempting to recover tra
jectories over long time periods, i.e., when the target sequence length 

is large, the HMM algorithm becomes time-consuming. Similarly, the 
autoregressive decoder architecture in deep learning Seq2Seq 
models causes inefficiency in such circumstances.

3) Error Accumulation. For two-stage methods, errors in missing point 
interpolation can cause inaccuracies in map matching. Sequential or 
autoregressive models (e.g., standard Seq2Seq) generate a long 
sequence of predicted points by conditioning on previously predicted 
points. Over many iterations, small inaccuracies can compound into 
severe trajectory errors.

To address the abovementioned problems, this study proposes a 
progressive chunked transformer (ProChunkFormer) for trajectory 
reconstruction. Unlike conventional two-stage methods that handle 
missing point interpolation and map matching separately, our frame
work employs a multitask learning strategy to directly predict map- 
matched trajectories. By integrating these processes into an end-to-end 
architecture, ProChunkFormer effectively eliminates intermediate 
error propagation, ensuring a more robust and accurate reconstruction. 
A key innovation of ProChunkFormer is its chunked processing strategy, 
which divides long, noisy trajectories into smaller, manageable seg
ments. This segmentation alleviates the quadratic complexity growth 
inherent in traditional transformer-based attention mechanisms, 
thereby enhancing computational efficiency when processing lengthy 
sequences. Moreover, because each segment can be processed inde
pendently, the design naturally supports parallel computation, signifi
cantly increasing both the efficiency and scalability. By localizing the 
error accumulation within individual segments and preventing local 
inaccuracies from propagating throughout the entire sequence, this 
approach also improves the reconstruction accuracy for sparse trajec
tory data.

Additionally, our framework incorporates heuristic prior knowledge 
to further improve the reconstruction accuracy. Specifically, it leverages 
the shortest path between consecutive recorded points as auxiliary in
formation, utilizing road network topology to refine trajectory estima
tion. This integration of deep learning with structured heuristics helps 
reduce the uncertainty introduced by sparse sampling, ensuring a more 
reliable and context-aware reconstruction. By balancing efficiency, ac
curacy, and interpretability, ProChunkFormer offers a scalable and 
practical solution for low-density GPS trajectory reconstruction in real- 
world applications.

The contributions of this study are summarized as follows. 

Fig. 1. Noise and sparseness of the GPS. (a) Noise of the GPS. (b–d) Trajectory uncertainty between two points, A and B, due to the possibility of taking different 
paths. Map data © OpenStreetMap contributors, licensed under CC BY-SA 2.0.
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1) End-to-end trajectory reconstruction under map constraints. This 
study adopts a multitask learning architecture for end-to-end tra
jectory reconstruction, effectively leveraging road network infor
mation. A transformer-based module is employed to capture the 
spatiotemporal characteristics of both the road network and the 
trajectories.

2) Chunk processing for sparse, long-duration data. ProChunkFormer 
addresses the challenges associated with sparse and long-duration 
trajectories. The case study demonstrates that this method en
hances both the spatial and temporal efficiency of trajectory recon
struction, with only a slight negative impact on overall performance. 
Notably, in cases of extremely sparse sampled trajectories, the per
formance improves, as chunked processing effectively reduces the 
error accumulation typically observed in autoregressive decoders.

3) Integration of heuristic prior knowledge. To better address the un
certainty in sparse trajectories, we incorporate heuristic information, 
such as the shortest path between two consecutive points, as prior 
knowledge in the progressive reconstruction process. The experi
mental results demonstrate its effectiveness in improving trajectory 
reconstruction.

This paper is organized as follows: Section 2 reviews the literature 
related to trajectory reconstruction and Seq2Seq models. Section 3 de
tails the proposed model. Section 4 introduces a case study in Porto to 
demonstrate the effectiveness of the proposed model. Section 5 presents 
discussions and provides limitations and potential research directions. 
Section 6 concludes this study.

2. Literature review

2.1. Overview of trajectory reconstruction via GPS data

Trajectory reconstruction aims to reconstruct the position of a 
moving object over time on the basis of partial or noisy observations, 
which is a common problem in real-world scenarios (Shi et al., 2021; 
Wang et al., 2024; Xu et al., 2023). From this recovered information, we 
can precisely estimate the spatial and temporal characteristics of moving 
road users and transportation systems, which is important in various 
applications, including autonomous driving and traffic analysis.

Despite the widespread use of vehicle GPS data in trajectory recon
struction, multiple challenges arise from measurement noise, which 
stems from technological limitations or environmental interference, and 
uncertainty at different scales, including spatial (path-level and lane- 
level) and temporal (speed and acceleration) variations (Li et al., 
2017; Lin et al., 2025a; Liu et al., 2020; Sanaullah et al., 2016). While 
dense sensor networks allow for near-continuous tracking, 
low-penetration conditions, where only a small fraction of vehicles 
transmit trajectory data or report infrequently, result in extended sam
pling intervals and pose significant challenges for accurate trajectory 
reconstruction. Addressing these challenges requires effective method
ologies capable of handling noise, sparse data, and computational effi
ciency constraints.

Recovering precise trajectories from incomplete and noisy GPS data 
involves two key tasks. First, missing positional information needs to be 
completed between consecutive sparse GPS points, where multiple op
tions may exist, and the most likely trajectory should be selected as the 
final output. Second, the GPS data must be matched to the road network. 
This is essential because GPS data often contain errors, causing the 
indicated position to potentially deviate from the actual road.

2.2. Traditional methods

Early methods for trajectory reconstruction often rely on explicit 
modeling assumptions, heuristics, or probabilistic frameworks to handle 
missing data and noise. Given an incomplete noise trajectory, one 
straightforward method involves mapping the points to the nearest road 

segments (Hoteit et al., 2014) and then completing the missing infor
mation, assuming that road users are moving at a uniform speed be
tween two consecutive points along the shortest path. However, this 
method often fails in real-world applications in areas with densely 
packed road networks (Newson and Krumm, 2009), as the nearest map 
matching method, which considers individual points, is likely to be 
mapped to incorrect road segments. To overcome this limitation, some 
studies have considered sequences of points before finalizing a match 
(Greenfeld, 2002; White et al., 2000), with hidden Markov models 
(HMMs) playing a significant role in resolving map-matching issues 
(Krumm et al., 2007; Newson and Krumm, 2009). For example, Newson 
and Krumm (2009) introduced a novel algorithm based on an HMM that 
maps points to road networks and simultaneously selects the most likely 
root. Nevertheless, the effectiveness of such methods diminishes with 
lower sampling rates.

Building on probabilistic foundations, advancements in filtering 
techniques such as Kalman filters and particle filters have markedly 
refined the process of trajectory reconstruction. These filters iteratively 
update trajectory estimates as new data become available, effectively 
refining the positional accuracy over time (Choi and Christensen, 2013; 
Wang et al., 2019). Kalman filters employ a linear predictive model that 
is well suited for contexts with Gaussian noise, offering a clear frame
work for the prediction and correction of estimates. In contrast, particle 
filters provide a versatile nonlinear solution, maintaining a cloud of 
potential state hypotheses (“particles”) and updating their likelihoods in 
light of new observational data. This approach is particularly effective in 
handling arbitrary distributions of state variables, making it adaptable 
to a wide range of real-world conditions.

In addition, further improvements have been achieved by integrating 
diverse data sources through data assimilation techniques (Ali Arman 
and Tamp�ere, 2022; Chen et al., 2022; Xie et al., 2018). These tech
niques merge information from traffic signals, loop detectors, and oc
casional GPS snapshots to construct more comprehensive trajectory 
estimates. For example, Chen et al. (2022) and Xie et al. (2018)
demonstrated how integrating these heterogeneous data sources can 
significantly enhance the accuracy of trajectory reconstructions in sce
narios characterized by low-upload rates.

2.3. Deep learning approaches

As the scale and complexity of trajectory data have increased, deep 
learning has emerged as a promising alternative to traditional proba
bilistic and heuristic-based models. Unlike conventional approaches, 
deep learning methods can learn complex spatial‒temporal de
pendencies from large datasets, making them particularly effective in 
handling noisy and sparse GPS data, thereby facilitating accurate tra
jectory reconstruction.

One of the most commonly used architectures in trajectory recon
struction is the sequence-to-sequence (Seq2Seq) architecture, which was 
initially popularized by Sutskever et al. (2014) for natural language 
processing (NLP). Seq2Seq models map an input sequence to an output 
sequence of varying lengths, making them well suited for reconstructing 
trajectories from GPS data with low sampling rates. Traditional recur
rent neural networks (RNNs), including long short-term memory (LSTM) 
and gated recurrent unit (GRU) models, have been widely adopted in 
trajectory reconstruction. For example, Wang et al. (2019) proposed a 
two-stage solution that initially recovers high-sample trajectories in free 
space, followed by a map matching algorithm, i.e., the HMM (Newson 
and Krumm, 2009), to pinpoint actual GPS locations on the map. While 
these models effectively capture sequential dependencies, they suffer 
from high computational cost or vanishing gradients for very long se
quences, a common case when trajectories have extended durations or 
sparse observations.

To address these challenges, researchers have incorporated 
transformer-based architectures (Vaswani et al., 2017) and their vari
ants, such as bidirectional encoder representations from transformers 
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(BERT), into trajectory reconstruction. Transformers introduce a 
self-attention mechanism, which enables parallelization over sequence 
elements (Bahdanau et al., 2016), improving efficiency and model per
formance, particularly in handling long-range dependencies (Devlin 
et al., 2018; Radford et al., 2018; Raffel et al., 2020). Xia et al. (2021)
developed an attention-based model that explores both intra- and 
inter-trajectory mechanisms for modeling mobility regularities and 
patterns.

Moreover, task-by-task trajectory reconstruction often involves error 
propagation. In contrast, the end-to-end solutions proposed by Ren et al. 
(2021) and Chen et al. (2023), featuring a map-constrained decoder 
model, have demonstrated superior performance over two-stage 
methods. Despite these advancements, such data-driven approaches, 
which rely on deep learning, face interpretability challenges because of 
the opaque nature of neural networks. Ongoing research continues to 
refine these models with a focus on enhancing efficiency, interpret
ability, and adaptability across various scenarios (Liao et al., 2024; 
Zhang et al., 2023).

To further improve model robustness under sparse and noisy condi
tions, recent studies have increasingly employed data fusion strategies 
that integrate heterogeneous sources such as inertial measurement unit 
(IMU) signals, map semantics, and roadside sensor data. Such multimodal 
integration enhances resilience to signal degradation and contributes to 
greater spatial consistency, particularly in complex urban environments 
(Bai et al., 2024; Lin et al., 2025b). Concurrently, the incorporation of 
pretrained large language models (LLMs) based on transformer architec
tures has substantially improved model generalizability (Lan et al., 2024; 
Liu et al., 2023; Mahmud et al., 2025). By leveraging prior knowledge 
from large-scale sequential data, LLM-based approaches can adapt to 
previously unseen urban layouts or trajectory patterns without necessi
tating full model retraining, thereby offering a promising direction for 
scalable and transferable spatiotemporal modeling.

2.4. Summary

In summary, the field of trajectory reconstruction has evolved from 
traditional heuristic estimation to advanced deep learning models and 
optimization-based approaches, each contributing to more accurate and 
robust solutions in various application domains. However, existing 
models encounter significant challenges when handling sparse input data 
and ultralong target sequences, limiting their effectiveness in real-world 
scenarios where only intermittent GPS observations are available, and 
extended reconstructions are needed. To address these limitations, we 
propose a transformer-based architecture specifically designed for ultra
long trajectory reconstruction. By segmenting the output sequence into 
manageable chunks and incorporating heuristic information, our 
approach effectively balances accuracy, computational efficiency, and 
scalability.

3. Methodology

In this section, we detail the proposed ProChunkFormer model, 
depicted in Fig. 2. Given a sparse and noisy trajectory, the input point 

sequence is converted to a trajectory embedding and then fed into en
coders. Inspired by the attention mechanism widely used in sequential 
problems, we adopt the renowned transformer structure, which uses 
multi–head attention to capture the global spatial‒temporal features of 
trajectories. Then, the decoders first generate a map-matched semi-high- 
frequency sparse trajectory (MM-Semi) as a skeleton under the 
constraint of the road network by predicting the road segment identifier 
(ID) and moving ratio simultaneously for each timestep. The remainder 
of the trajectory is then divided into separate blocks, with each block 
generating the segment between two consecutive MM-Semi points. 
Finally, the complete target trajectory (MM-Full) is obtained by 
concatenating all the generated blocks.

3.1. Problem definition

A road network is represented as a directed graph G = (V ; E ), 
where V = (υ1; υ2;…; υM) denotes the set of nodes with size M and E =

(ε1; ε2;…; εN) denotes the set of edges with size N. Consider a raw sparse 
noisy trajectory T = {p0; p1; p2; …; pn}, in which each point pi =

(lat; lng; t) represents the latitude, longitude, and timestamp of the i-th 
GPS position obtained directly from a device. Here, superscript numbers 
denote the index of points in the raw trajectory. The raw GPS points can 
be projected onto the road network via map-matching algorithms (e.g., 
HMM), resulting in a map-matched trajectory T̂ = {l0; l1; l2; …; ln}, 
where li = (lat; lng; e; r; t) represents map-matched trajectory points. 
Here, e represents the ID of the matched road segment, and the start and 
end positions of the road segment are denoted as rs = (lat; lng) and re =

(lat;lng), respectively. Fig. 3 shows an example of a raw trajectory point 
pi matched to a point li that is located on a road segment. The moving 
ratio r denotes the fraction of the distance moved over the length of the 
road segment. Let lat, lng and t with superscripts denote the corre
sponding values of specific reference points. The match function be
tween road segment e, raw point pi and map-matched point li can be 
written as 
⎧
⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎨

⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎩

r =
D1
D3

D3 = D2 × cos α

latpi
= latrs

+ rli ×
(
latre

− latrs)

lngpi
= lngrs

+ rli ×
(
lngre

− lngrs)

tpi
= tli

(1) 

where D1 denotes the length of the road segment, D2 represents the 
distance between the start node and the raw point, D3 represents the 
distance between the start node and the map-matched point, and α 
represents the deviation angle between the raw point and the road 
segment. Note that curved road segments should be divided into mul
tiple approximately straight segments, allowing Eq. (1) to be applied 
effectively.

Fig. 2. Overview of the proposed ProChunkFormer framework.
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Furthermore, the points in the raw trajectory T and map-matched 
trajectory T̂ are not necessarily uniformly sampled. Define a map- 
matched trajectory T̂ τ = {l00; l1τ ; l22τ; …; lnT}, where the subscript de
notes the timestep of each point. The points in T̂ τ are regularly sampled 
at a constant time interval, defining the sampling rate τ = (liiτ:t − li− 1

(i− 1)τ:t)
as the time difference between two consecutive sample points. T is the 
total number of timesteps in trajectory T̂ τ.

With these definitions, given a sparse and noisy GPS trajectory T 

(illustrated as black points in Fig. 4) with nonuniform time intervals and 
a target sampling rate τ that is sufficient for representing coherent travel 
trajectories, the objective of trajectory reconstruction is to obtain a map- 
matched trajectory T̂ τ (depicted as orange points in Fig. 4) with the 
specified uniform sampling rate τ.

3.2. ProChunkFormer

In this subsection, we present the details of the key modules in the 
proposed ProChunkFormer, including the trunked transformer archi
tecture, the multitask learning decoder, and heuristic information 
integration.

3.2.1. Chunked transformer
Let k denote the number of chunks and b the number of steps in each 

chunk. The detailed structure of the proposed chunked transformer is 
illustrated in Fig. 5. The encoder in the chunked transformer follows the 
standard transformer architecture, as shown in the left section of Fig. 6. 
Let fTE denote the function of the encoder module. Given the input 
embedding Ze ∈ ℝn×d, where n is the length of the input trajectory and d 
is the embedding dimension, the output of the encoders can be expressed 
as fTE(He). For a given raw trajectory T , the initial input to the trans
former encoder is the embedding of the raw trajectory combined with 
positional embedding as 

He = Ze + PE(Ze) (2) 

where Ze is the embedding of the raw trajectory and PE(Ze) represents 
the positional embedding, which can be obtained either through fixed 
sinusoidal functions or learnable embedding layers (Vaswani et al., 
2017). The output memory of the encoder module is computed as 

Memory = fTE(Ze) (3) 

The progressive decoding implementation is divided into two stages. 
First, the model generates the MM-Semi trajectory with a time interval 
of bτ, where b denotes the number of steps in each chunk and τ 

Fig. 3. Illustration of symbols for map matching.

Fig. 4. Illustration of trajectory reconstruction. (a) Example of GPS trajectory points (p1;p2;p3;p4) on a map. (b) Sampling intervals for the raw trajectory (red), map- 
matched trajectory (blue), and reconstructed trajectory (orange). Map background © MapTiler. Based on OpenStreetMap data.
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represents the time interval between consecutive points. Then, on the 
basis of the generated coarse-grained trajectory, it reconstructs inter
mediate points between every two consecutive points in parallel.

The input of the decoder in the first stage includes two parts: the 
Memory output from the encoder and the embeddings of previously 
generated trajectories, Zd ∈ ℝk×d. Using fTD as the function in Decoder 1, 
the hidden state Hbτ for generating MM-Semi trajectory T̂ bτ can be 
calculated as 

⎧
⎪⎪⎪⎪⎨

⎪⎪⎪⎪⎩

Hd = Zd + PE
(
Zd)

Hbτ = fTD
(
Memory;Hd)

s:t: t = ibτ; 0 ≤ i < k

(4) 

In the second stage, the fine-grained trajectory is reconstructed in 
parallel in the context of the MM-Semi trajectory. Let fʹTD denote the 
function of Decoder 2. For the i-th blocks in the second stage, the hidden 
state output from Decoder 2 can be computed as 

Fig. 5. Structural overview of the chunked transformer.

Fig. 6. Architecture of the proposed transformer-based computation graph. The left section illustrates the encoder structure, whereas the right section depicts the 
decoder structure. The dashed-line box highlights the additional influence of the shortest path from MM-Semi on the hidden state computation.

Y. Liu et al. Communications in Transportation Research 5 (2025) 100200

6 



⎧
⎨

⎩

Hi
f = fʹ

TD

(
Memory;Hbτ ;Zd)

s:t: ibτ ≤ t ≤ (i + 1)bτ; 0 ≤ i < k
(5) 

By combining the results of all the blocks, the hidden states for all the 
time steps are represented as 

H =
[
H0

f ;H
1
f ;…;Hk− 1

f

]
(6) 

3.2.2. Multitask learning
After the hidden state H is obtained from the chunked transformer 

module, a multitask decoder is used to reconstruct the trajectory. We 
predict the road segment ID e via a Softmax function and infer the 
moving ratio r via a sigmoid function (Fig. 7). The map-matched tra
jectory can be generated via the well-trained multitask decoder: 

Plt :e|θ = Softmax(H) (7) 

h = Embedding(lt:e) (8) 

Plt :r|lt :e;θ = Sigmoid(H ⊕ h) (9) 

where P⋅|θ denotes the predicted probability determined by the model 
with parameter θ, and lt represents the predicted map-matched points 
for time step t. Embedding( ⋅) is an embedding layer for the road ID. 
During the training process, the model concurrently predicts the road 
segment e and moving ratio r, enabling us to identify the exact location 
on the road network at each timestep, denoted by τ.

To predict the road segment ID, we employ cross-entropy loss for 
multiclassification, which quantifies the similarity between the ground 
truth and the predicted trajectories: 

Lid =
1
k
∑T

j=1

∑N

i=1
yi;j log

(
Plj :e=εi|θ

)
(10) 

yi;j =

⎧
⎨

⎩

1

0

if lj:e = εi

otherwise
(11) 

where T is the duration of the reconstructed trajectory T̂ bτ in units of 
time step τ and N represents the total number of edges in the graph as 
previously mentioned.

Instead of employing a mean squared loss function directly for the 
moving ratio, which may become invalid when the prediction of the 
road segment is incorrect, we utilize the root mean square error (RMSE) 
to measure the distance between the ground truth and the predicted 
points as our loss function: 

Ldist =

̅̅̅̅̅̅̅̅̅̅̅̅̅̅̅̅̅̅̅̅̅̅̅̅̅̅̅̅̅̅̅̅̅̅

1
n

∑n

j=1
dist

(
lj; ĺj

)2
√
√
√
√ (12) 

Overall, the total training loss combines these two loss functions: 

L = Lid + λLrate (13) 

where λ is a hyperparameter used to balance the two losses in our model.

3.3. Chunked transformer and autoregressive transformer

In the validation process, Seq2Seq models typically utilize autore
gressive decoding (AD) to generate the target sequence on the basis of 
previously generated tokens: 

PT̂ τ
=

∏T

t=0
Plt |l0 ;l1 ;l2 ;…;lt− 1 (14) 

In this study, we adopt chunked processing (CP) for progressively 
reconstructing trajectories. Instead of generating the target trajectory 
step by step, we employ a two-stage method. In the first stage, we 
generate an MM-Semi trajectory T̂ bτ = {l0; lbτ; l2bτ;…; lkbτ} with a time 
interval of bτ. In the second stage, this coarse-grained trajectory serves 
as the constraint context for generating the remaining trajectory. On the 
basis of the number of points generated in the first stage, the second 
stage is divided into k blocks. For the i-th block, the algorithm generates 
trajectory points between li− 1 and li. The size of each block 
b = (li:t − li− 1:t)=τ is calculated as the time step of li− 1 and li in units of the 
target sampling rate τ. The processes can be written as 

PT̂ bτ
=

∏k

t́ =1

Plt́ bτ|l0 ;lbτ ;l2bτ ;…;l(t́ − 1)bτ
(15) 

P(T̂ τ) = PT̂ bτ

∏k− 1

i=0

∏(i+1)bτ− 1

j=ibτ+1
Plj|libτ+1 ;libτ+2 ;…;lj− 1

(16) 

Tables 1 and 2 present the decoding procedures of the autoregressive 
decoder and the proposed chunked decoder, respectively. One of the 
advantages of CP lies in its ability to generate the remaining points for 
each block in parallel after decoding the coarse-grained trajectory in the 
first stage. This approach significantly enhances model efficiency, 
particularly when dealing with large target sequences, without 
compromising performance. Given the target trajectory T̂ τ with a total 
of T timesteps, the complexity of the multi-head attention module in AD 
is O(T2), representing the primary computational cost of the decoder. 
For the CP, the complexity of the first stage is O(k2). In the second stage, 

Fig. 7. Multitask learning for trajectory reconstruction.

Table 1 
Auto-regressive decoding process for trajectory reconstruction.

Input: Memory, Zd

1 Max time step T, start token S, end token E
2 Initial input [S], time step i = 0
3 While i ≤ T and current prediction liiτ is not E do:

4 Current time prediction liiτ
5 Add to T̂ τ

6 i←i+ 1
Output: Recovered trajectory T̂ τ
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each block has a complexity of O(b2), so the total complexity is O(k2 +

b2).
To compare O(T2) and O(k2 +b2) under the constraints of kb = T and 

T > k > 1, we calculate when O(k2 +b2) is larger than (T2): 
⎧
⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎨

⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎩

k2 + b2 − T2 > 0
T2

k2 + k2 − T2 > 0

T2
(

1−
1
k2

)

< k2

T2 <
k4

k2 − 1
≈ k2

(17) 

According to the calculations, O(k2 +b2) is always smaller than 
O(T2). This finding demonstrates that when T > k > 1, 
O(k2 +b2 < O(T2)) always holds true.

3.4. Heuristic enhanced trajectory reconstruction

Given a raw trajectory T = {p0;p1;p2;…;pn}, after the first step of 
the CP approach, we obtain the MM-Semi trajectory T̂ bτ = {l00; l1bτ;…;

lkkbτ} from Eq. (16). To improve the model performance over long sam
pling intervals, we make use of the shortest path between every two 
consecutive points from T̂ bτ as prior information to the trajectory 
generation of each block. To do that, for each pair of consecutive points 
li− 1
(i− 1)bτ and liibτ, we find the shortest path between them over graph G via 
the A-star algorithm, which results in the local shortest path Ai− 1;i =

(e1
i− 1;i; e2

i− 1;i; …; eq
i− 1;i), where ej

i− 1;i denotes the j-th segment ID of the 
shortest path between points li− 1

(i− 1)bτ and liibτ, e
1
i− 1;i = li− 1:e and eq

i− 1;i =

li:e, and q is the length of Ai− 1;i. The contribution of the heuristic shortest 
path is considered by a cross-attention layer, as shown in Fig. 6. The 
attention value with heuristic information can be modified as follows: 

hi− 1;i = Embedding
(
Ai− 1;i

)
(18) 

Hi
f = fʹ

TD

(
Memory;Hbτ; hi− 1;i; Zd) (19) 

Notably, other heuristic information can also be incorporated in a 
similar manner, although we have only implemented it for the shortest 
path.

4. Case study

4.1. Experimental settings

We validate the effectiveness of our model via a real-world taxi GPS 
dataset, which inherently contains noise due to factors such as signal 
interference, environmental obstructions, and device inaccuracies. The 
road network is obtained from OpenStreetMap. The full dataset contains 
trajectories of 999,082 GPS records in Porto, Portugal, collected over a 
period of one year from 2013 to 2014. For evaluation purposes, we focus 
on a specific area in Porto, with latitudes ranging from 41.149 to 41.154 
and longitudes ranging from − 8.634 to − 8.629. After data cleaning 
(Zheng, 2015), the dataset consists of 120,116 trajectories continuously 
sampled every 15 s. The selected area includes 263 road segments, 
which correspond to the output dimensionality of the ID prediction 
module.

Fig. 8 illustrates the process of generating training data for our 
model. The original noisy GPS data are converted to target map-matched 
trajectories via HMM-based methods, which we refer to as reconstructed 
trajectories. Prior research has shown that with a sampling interval of 
15 s, the map-matching algorithm can achieve an accuracy of up to 99%, 
indicating that the matched results are sufficiently accurate to serve as 
ground truth (Newson and Krumm, 2009). To simulate sparse condi
tions, we down sample the raw GPS data by a certain proportion, and 
these sparser noisy trajectories are used as inputs for our model. The 
dataset is then split into training, validation, and testing sets at a ratio of 
7:2:1 following standard machine learning practices to ensure robust 
model evaluation.

The experiments are conducted on a GPU server equipped with 3 
Quadro GV100 GPUs, each with 32 GB of memory. The ProChunk
Former model consists of two layers of encoder and decoder compo
nents, with the dimension of the hidden layers set to 512. The block size 
k is set to 8. Following previous work (Ren et al., 2021), the multitask 
weight parameter λ is set to 10. The training batch size is 64, with a 
learning rate of 0:0001, and the model is trained for 30 epochs. Notably, 
owing to limitations in computational resources, the maximum length of 
the GPS data was set to 64. GPS data exceeding this length were divided 
into smaller sequences.

4.2. Evaluation metrics

In this study, both the accuracy of road segment reconstruction and 
the error of location inference are calculated to evaluate the perfor
mance of our model. To evaluate the accuracy of route reconstruction, 
we compare the recovered road segments E R with the ground truth E G. 
Following previous work (Cui et al., 2018; Kurashima et al., 2010; Ren 
et al., 2021), the recall, precision, and F1 score (F1) are defined as 

recall =
E R ∩ E G

E G
(20) 

precision =
E R ∩ E G

E R
(21) 

Table 2 
Chunked decoding process for trajectory reconstruction.

Input: Memory, Zd

1 Max time step T, number of blocks k start token S, end token E
2 Initial input S, block ID i = 0
3 While i ≤ k and current prediction liibτ is not E do

4 Current time prediction liibτ

5 Add to T̂ bτ

6 i←i+ 1
7 Got T̂ bτ

8 Parallel computing:
9 For block i:

10 Timestep j = ibτ+ 1
11 While j ≤ (i+1)bτ + 1 and current prediction lij is not E do:

12 Current prediction lij
13 Add to T̂ τ

14 j ←j+ 1
Output: Recovered trajectory T̂ τ

Fig. 8. Generation progress of training data.
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F1 =
2 × recall × precision

recall + precision (22) 

To measure the error in location inference, we adopt two types of 
mean absolute error (MAE) metrics: the point-wise MAE based on 
Euclidean distance, and MAE_RN based on road network path distance. 
Both are calculated between corresponding GPS points p and pʹ: 

MAE =
1
n
∑n

i=1
|dist(p; pʹ)| (23) 

MAE RN =
1
n

∑n

i=1
|distrn(p; pʹ)| (24) 

where dist(p; ṕ ) denotes the Euclidean distance between points p and ṕ , 
and distrn(p; ṕ ) represents the path length between the two points along 
the road network.

4.3. Baseline

We benchmark our model's performance against three baselines, 
namely, “Linear + HMM” (Hoteit et al., 2014), “MTrajRec” (Ren et al., 
2021), and the standard transformer, which includes machine learning 
and deep learning approaches. The first method uses linear interpolation 
to generate a high-sample trajectory, followed by an HMM algorithm to 
obtain the map-matched trajectory under the assumption that trajec
tories move in a straight line at a uniform speed. The second method is a 
recently published state-of-the-art deep learning method for trajectory 
reconstruction in an end-to-end manner. The third model is a traditional 
autoregressive decoding transformer with multitask learning designed 
to highlight the effectiveness of our proposed progressive architecture.

Furthermore, we also evaluated the proposed model in five distinct 
configurations for the purpose of ablation study: (1) basic chunked 
transformer, referred to as “ProChunkFormer”; (2) chunked transformer 
without full context in the second stage, considering only start and end 
points, denoted as “ProChunkFormer (SE)”; (3) ProChunkFormer (SE) 
with Encoder 1 and Encoder 2 sharing the same multi-head attention 
module, termed “ProChunkFormer (SE + Share)”; (4) ProChunkFormer 
with Encoder 1 and Encoder 2 sharing the same multi-head attention 
module, referred to as “ProChunkFormer (Share)”; and (5) ProChunk
Former with heuristic information, labeled “ProChunkFormer 
(Heuristic)”.

4.4. Results

4.4.1. Overall performance
The comparative experimental results are shown in Table 3. Our 

model was evaluated against baseline models across several metrics, 
including accuracy, F1 score, MAE, and RN_MAE. The evaluation was 
conducted on sparse and noisy trajectories sampled at intervals of 60, 
120, and 240 s, corresponding to retention rates of 25%, 12.5%, and 
6.25%, respectively, of the points in the raw GPS data, which were 
originally sampled at an interval of 15 s.

As expected, due to the increase in uncertainty, the performance of 
all the models deteriorates as the sampling interval increases. Notably, 
the learning-based models MTrajRec and transformer outperform the 
HMM-based two-stage models. The transformer model generally out
performs MTrajRec, but the performance difference is marginal. The 
results also indicate that ProChunkFormer achieves performance com
parable to that of the autoregressive transformer. At sampling intervals 
of 60 and 120 s, the autoregressive transformer method slightly out
performs ProChunkFormer in most scenarios, with only a few cases 
where ProChunkFormer performs better. However, at a sampling in
terval of 240 s, ProChunkFormer achieves a significant performance 
gain over the conventional transformer baseline. Specifically, Pro
ChunkFormer delivers a 23.1% relative improvement in accuracy, an 
18.6% increase in the F1 score, a 22.3% reduction in the MAE, and a 
25.1% decrease in the MAE_RN.

The results of the ablation study are presented in Table 4. Experi
ments with ProChunkFormer (SE), which uses less context information, 
show a marginal drop in performance in most cases, although some 
evaluation metrics show slight improvements in rare instances. The re
sults from ProChunkFormer (Share), which shares the same decoder 
module across two stages for enhanced efficiency, show a minor per
formance cost, particularly at the sampling interval of 240 s. However, 
applying decoder sharing to ProChunkFormer (SE) results in more sig
nificant performance degradation.

The results of ProChunkFormer (Heuristic) highlight the value of 
incorporating heuristic information in the trajectory reconstruction task. 
Incorporating heuristics enhances performance, particularly at a sam
pling interval of 240 s, although it results in slight performance declines 
in certain cases. To further assess the impact of heuristic information on 
the predictions of the trajectory reconstruction model, we visualized the 
total loss on the validation dataset in Fig. 9. The blue line represents the 
total loss of ProChunkFormer, whereas the orange line denotes the total 
loss of ProChunkFormer (Heuristic). As illustrated, the model with 
heuristic information exhibits faster loss reduction in the early stages of 
training. However, as training progresses, both models converge to 
similar levels of total loss.

4.4.2. Running efficiency
To assess the efficiency of the proposed model, we compared the 

running times of several models, including Linear + HMM, MTrajRec, 
Transformer, and ProChunkFormer. The experiments were carried out 
with sampling intervals of 60, 120, and 240 s, and the results are pre
sented in Fig. 10. As shown, Linear + HMM is significantly slower than 
the other learning-based models are, whereas MTrajRec requires the 
least amount of running time under our configuration. When comparing 
the transformer with ProChunkFormer at sampling intervals of 60, 120, 
and 240 s, the running time was reduced by 13.9%, 16.5%, and 20.7%, 
respectively. Additionally, as the sampling intervals increased, the 
running time of all the models decreased. For the Linear + HMM model, 
this is because the linear interpolation method needs to process fewer 
points. In contrast, for learning-based models, the decoder complexity 
remains constant, as it is influenced only by the target sampling interval, 

Table 3 
Results of different methods. Each intervening row shows the performance difference between the method below and the one above, with red highlighting a positive 
change and green indicating a negative change.

Methods Accuracy F1 Score MAE MAE_RN

240 120 60 240 120 60 240 120 60 240 120 60

Linear + HMM 0.3154 0.3392 0.4229 0.4515 0.5104 0.5684 91.98 80.36 54.71 199.31 179.24 141.98
+7.4% +37.1% +30.7% +6.8% +26.2% +17.4% − 18.8% − 39.6% − 35.0% +3.5% − 42.2% − 44.4%

MTrajRec 0.3387 0.4650 0.5527 0.4823 0.6441 0.6674 74.70 48.57 35.56 206.30 103.53 78.94
− 4.5% +1.4% +1.4% − 9.8% +0.4% +0.8% +7.2% +0.8% − 3.3% − 13.0% − 3.7% − 2.6%

Transformer 0.3236 0.4714 0.5606 0.4349 0.6468 0.6725 80.09 48.17 34.40 179.39 99.70 76.92
+23.1% +0.2% − 1.9% +18.6% − 0.3% − 1.2% − 22.3% +0.6% +6.0% − 25.1% − 1.9% +5.2%

ProChunkFormer 0.3982 0.4723 0.5497 0.5158 0.6447 0.6643 62.20 48.47 36.47 134.43 97.78 80.95
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which does not change. However, the encoder complexity decreases as 
the sampling intervals of the input data increase. As a result, the overall 
runtime decreases with increasing sampling interval.

4.4.3. Block hyperparameters
Our model introduces two important hyperparameters: the number 

of blocks k and the block size b. Given a specific target sequence length, 
the number of blocks is inversely proportional to the block size: 

b∝
1
k

(25) 

We carried out experiments for a set of block sizes [2;4;6;8;10;12;14;
16; 18; 20], as shown in Fig. 11. The blue, orange, and green lines 
correspond to sampling intervals of 60, 120, and 240 s, respectively. For 
accuracy, the results are relatively stable across different block sizes 
when the sampling interval is 60 or 120 s. However, with a sampling 
interval of 240 s, the accuracy tends to decline as the block size 

increases. In terms of the F1 score, performance improves as the block 
size increases. For the MAE, the results are stable when the sampling 
interval is 120 s. However, with a sampling interval of 240 s, the MAE 
increases significantly as the block size increases, whereas at a 60-s 
sampling interval, the MAE slightly decreases as the block size in
creases. For MAE_RN, the results remain stable at sampling intervals of 
60 and 120 s, but MAE_RN tends to increase as the block size increases at 
a sampling interval of 240 s. Note that the results are averaged over the 
five epochs after the model converges to ensure stability.

The running efficiency of the two stages in CP is closely tied to the 
block configuration. Fig. 12 shows the average running time per epoch 
for different sampling intervals. As the block size increases, the running 
time initially decreases but then increases. For a 60-s sampling interval, 
the model is most efficient, with a block size of 14. For a 120-s sampling 
interval, the optimal block size is 18, whereas for a 240-s sampling in
terval, the model achieves maximum efficiency with a block size of 12.

Table 4 
Results of ProChunkFormer with different variations.

Methods Accuracy F1 Score MAE MAE_RN

240 120 60 240 120 60 240 120 60 240 120 60

ProChunkFormer 0.3982 0.4723 0.5497 0.5158 0.6447 0.6643 62.20 48.47 36.47 134.43 97.78 80.95
ProChunkFormer (SE) 0.4063 0.4701 0.5589 0.5151 0.6410 0.6717 62.48 49.88 35.34 132.44 99.08 77.18
ProChunkFormer (SE + Shared) 0.3380 0.4192 0.5415 0.3968 0.5794 0.6498 87.54 66.11 41.66 174.44 123.20 87.14
ProChunkFormer (Shared) 0.3895 0.4725 0.5511 0.5025 0.6466 0.6662 65.31 48.09 36.82 142.62 95.92 80.72
ProChunkFormer (Heuristic) 0.4022 0.4657 0.5601 0.5245 0.6456 0.6708 60.68 48.03 34.79 136.76 96.40 76.77

Fig. 9. Total validation loss for ProChunkFormer and ProChunkFormer (Heuristic): (a) 60-s intervals, (b) 120-s intervals, and (c) 240-s intervals.

Fig. 10. Running time of different models under varying sampling intervals.
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5. Discussion

5.1. Effectiveness and efficiency of chunked transformer

This study investigates trajectory reconstruction via a transformer 
architecture and proposes a chunked decoder to increase model effec
tiveness for long-duration and long-interval trajectories. The experi
mental results for various configurations show that ProChunkFormer 
achieves a good balance between effectiveness and efficiency.

To evaluate the performance of chunk processing, we carry out ex
periments for both the autoregressive decoder and chunked decoder 
across different sampling intervals. While the overall performance of the 
AD is superior in most cases, the CP still performs effectively, particu
larly at lower sampling intervals. The potential reason for the edge of AD 
is that each trajectory block is decoded independently in the CP, slightly 
compromising performance. We implemented cross-stage attention to 
mitigate error propagation between stages. Nevertheless, it did not 
significantly enhance performance, possibly because the input of the 
second stage already includes information from the first stage. This 
suggests that CP is nearly as effective as AD, with CP even outperforming 
AD at a sampling interval of 240 s. Fig. 13 visualizes the cumulative total 
loss over time steps for the validation dataset, showing that CP accu
mulates errors more slowly than AD does, which may explain its supe
rior performance in long sampling interval scenarios by mitigating error 
accumulation during autoregressive decoding.

The running time comparison in Fig. 10 demonstrates the efficiency 
of the proposed CP over AD, with CP consistently having shorter run
times across all sampling intervals. Additionally, the results highlight 
that learning-based models are significantly more efficient than HMM- 
based two-stage models. This is due to the large state spaces and long 
sequences, which greatly increase the complexity of the HMM method, 
whereas deep learning models benefit from GPU acceleration and 
parallelism, making them highly efficient in our experiments.

As the two stages of CP are both targeted at generating map-matched 
trajectories at different time intervals, they are potentially able to share 
the decoder to save computational resources. This can have a negative 
effect on the model's performance. As shown in Table 1, when we use a 
shared transformer decoder in the CP, the performance decreases 
significantly. This performance drop can be partially offset by incorpo
rating cross-stage attention, which is less expensive than a full decoder 
module, indicating that the CP method can utilize a shared transformer 
decoder to improve efficiency.

The block characteristics are determined by the block size and the 
number of blocks. Fig. 11 shows that these hyperparameters can 
significantly affect training efficiency. The optimal block configuration 
varies depending on the sampling interval time. Fig. 10 shows that the 
performance of the model is multifaceted. In the case of long interval 
times, the model performance remains stable across block configura
tions for different evaluation metrics. However, at a sampling interval of 
240 s, the F1 score, MAE, and MAE_RN increase, whereas the accuracy 
decreases, indicating less stability than shorter sampling intervals. 
Despite this, the decline in some metrics is compensated for by im
provements in others, which make the overall performance as stable as 
in the case of shorter sampling intervals.

Heuristic information is expected to guide the generation of the 
target sequence. As validated in Fig. 9, this finding proves that it is useful 
in the early stage of training, increasing the convergence speed of the 
model. However, it does not reduce the overall total loss at convergence, 
likely because road users do not always follow the shortest path, intro
ducing noise that can sometimes degrade model performance.

5.2. Error accumulation

Error accumulation is a critical issue in sequence generation tasks, 
particularly in models that rely on previously generated outputs as in
puts for subsequent predictions. Both autoregressive transformers and 

chunked transformers exhibit this phenomenon, but the underlying 
mechanisms differ due to their structural variations.

To generate the target sequence T̂ τ = {l00; l1τ ; l22τ;…; lnT}, the error at 
step i, denoted as ∈i, depends on the cumulative errors from the previous 
steps. An autoregressive decoder can be expressed as 

∈i = f
(
∈0;∈1;…;∈i− 1) (26) 

Errors made at earlier steps are fed into the model as inputs for later 
steps, causing subsequent predictions to deviate further from the true 
sequence. This recursive feedback loop leads to a snowball effect, 
especially for long sequences. The longer the sequence is, the more 
significant the cumulative error becomes. As the model progresses 
through the sequence, small inaccuracies in early predictions can esca
late, resulting in a substantial deviation in the later stages.

Chunked transformers address the scalability issue of long sequences 
by dividing the sequence into smaller, independently processed chunks. 
For the j-th block, the error at step i is given by: 

∈i = f
(
∈0

jbτ;∈
1
jbτ+1;…;∈i− 1

jbτ+i− 1

)
(27) 

This structural modification changes the error accumulation dy
namics. Within each chunk, predictions remain autoregressive, leading 
to local error accumulation similar to that of the standard autoregressive 
transformer. However, errors are generally confined to the chunk level 
rather than propagating across the entire sequence.

Fig. 13 provides a visual comparison of the constructed trajectory 
using ProChunkFormer and the standard transformer. Both models 
achieve good results for points within Block 1. In contrast, ProChunk
Former continues to generate accurate predictions for Block 2, as chunk- 
level independence mitigates global error accumulation.

Nevertheless, chunk processing introduces new challenges, particu
larly at block boundaries. Since points within each chunk are generated 
dependently, errors near the edges of chunks can increase significantly. 
This phenomenon is evident in Fig. 14, which shows the mean absolute 
error (MAE) overall test samples for each timestep. Although Pro
ChunkFormer achieves a lower overall MAE than the standard trans
former does, error fluctuations are observed—particularly near block 
boundaries—with a block size of 8 in this experiment. Incorporating 
heuristic information effectively mitigates these fluctuations by 
providing additional contextual cues, thereby enhancing trajectory 
stability.

In summary, while ProChunkFormer effectively limits global error 
accumulation compared with standard transformers, its performance 
near chunk boundaries requires further optimization. This trade-off 
between local and global error dynamics highlights the importance of 
designing robust mechanisms for interchunk information sharing and 
continuity.

5.3. Model complexity for long-period trajectories

In the trajectory reconstruction problem, the goal is to reconstruct a 
densely sampled trajectory from a sparsely sampled trajectory. Since the 
output sequence length often greatly exceeds the input length, the 
computational complexity of the decoder becomes a critical factor for 
the practical application of trajectory reconstruction models. For 
transformer-based methods, the complexity of the decoder during 
training and inference (or prediction) differs significantly owing to 
differences in how computations are parallelized and the autoregressive 
nature of sequence generation during inference. Table 5 summarizes the 
space and time complexity of the model when the target sequence length 
is much larger than the number of blocks (i.e., T≫k).

During training, the transformer decoder typically processes the 
entire sequence in parallel. All the time steps are computed simulta
neously. The time and space complexity are both dominated by the self- 
attention mechanism, resulting in a complexity of O(T2). This quadratic 
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dependency on the sequence length stems from the need to compute 
pairwise relationships for every token in the sequence. In contrast, 
during inference, the decoder generates the sequence autoregressively, 
one step at a time. At each step t, the self-attention mechanism computes 
relationships between all preceding t positions. Generating the entire 
sequence requires summing the complexities over all steps, resulting in a 
total complexity of O(12 + 22 + … + T2) ≈ O(T3). This cubic 
complexity makes inference significantly more computationally inten
sive than training, especially for long sequences.

For the training of a chunked transformer, the decoder's time and 
space complexity is reduced to O(T2 =k ) because of processing within 
individual blocks. Additionally, by leveraging parallel computation 
across blocks, the complexity can be further reduced to O(T2 =k2 ). 
During inference, the progressive decoding structure reduces the 
complexity from O(T3) in standard transformers to O(T3 =k3), offering 
substantial computational savings. These optimizations make the 

chunked transformer highly scalable and efficient for trajectory recon
struction tasks with lengthy target sequences.

5.4. Limitations and future work

This work presents a novel chunked transformer for trajectory 
reconstruction, demonstrating both efficiency and strong performance. 
However, several limitations should be addressed. First, the grid rep
resentations and road segment embeddings over the map are learned via 
data-driven models, which may be vulnerable to data sparsity issues. 
The incorporation of pretrained embeddings for the grids and road 
segments could enhance the model's performance. Second, our investi
gation focuses primarily on the heuristic information of the shortest path 
for trajectory reconstruction. While this approach accelerates conver
gence, it does not significantly improve performance. A more in-depth 
exploration of various heuristic information types and integration 
methods for incorporating them into the model to guide prediction is 
necessary. Third, although the results show that CP is more efficient than 
AD is, it remains less efficient than MTrajRec is. An optimized trans
former, such as sparse attention (Tay et al., 2020) or linear attention 
(Yang et al., 2023), could be employed to further improve model 
efficiency.

Although chunked transformers mitigate the propagation of global 
errors, they also introduce challenges at chunk boundaries, notably 
regarding continuity and consistency. While the integration of heuristic 
information can help alleviate these issues, exploring alternative 
methods for achieving higher-quality trajectory reconstruction remains 
valuable (Bahdanau et al., 2016; Beltagy et al., 2020; Dai et al., 2019). 
Moreover, even though the recovered trajectory is confined to the map, 
it may still lack continuity, which could hinder its practical application. 
Future research should therefore focus on developing approaches that 
generate continuous, map-constrained trajectories. Additionally, the 
chunked architecture has potential for enhancing the efficiency of other 
Seq2Seq models.

Fig. 11. Performance of ProChunkFormer for different block sizes.

Fig. 12. Running time of ProChunkFormer for different block sizes.
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6. Conclusions

In this study, we propose an end-to-end chunked transformer model 
(ProChunkFormer) for effectively and efficiently reconstructing map- 
matched, high-quality trajectories from sparse and noisy raw data. 
The proposed ProChunkFormer leverages chunked processing and par
allel computing to increase efficiency while mitigating error 

accumulation to improve accuracy—particularly for long-period raw 
trajectories with long interval times. Additionally, we evaluate the 
ability of incorporating heuristic prior knowledge, such as the shortest 
path, to improve performance on long-interval trajectories. While this 
information does not significantly enhance overall performance, it helps 
the model converge faster.
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Fig. 13. Visualization of the reconstructed trajectory via Transformer and ProChunkFormer: (a) ground truth GPS points and the corresponding route; (b) GPS points 
reconstructed by the transformer model, where points within the red circle are densely clustered and overlapping; and (c) GPS points reconstructed by Pro
ChunkFormer, segmented into Block 1 and Block 2. In contrast to those of the transformer, the points in the red circle are dispersed. Map data © OpenStreetMap 
contributors, licensed under CC BY-SA 2.0.

Fig. 14. MAE for the Transformer, ProChunkFormer, and ProChunkFormer 
(Heuristic) methods evaluated at each time step.

Table 5 
Complexity comparison between autoregressive decoding and chunk processing.

Complexity AD CP

Training Inference Training Inference

Time O(T2) O(T3) O(T2 =k2) O(T3 =k3)

Space O(T2) O(T2) O(T2 =k2) O(T2 =k2)
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